






STAT 445 - Mar 19, 2026

..................................................... INST. KANGYI PENG:	Okay, let's get started.	Today we
revisit midterm questions.	So you already -- I

already posted the grade on Canvas, and after the skill...there are averages are about 58.	So the medium is also about 58.	So to get more than 58, you are in the top 50%.	And for the top 30%, I think about 66.	If you are above 66, you're at the top 30. And in the -- I don't remember the exact number, but basically 74-something, is 10%, top 10, meaning top
10%.	So that's the overall distribution.	So most of

the students got something around 50 to 60.	So today we just revisit all the questions, I plan to just review some of the questions, but after I considered, I found every question need to be reviewed.	So let's just quickly review everything, even question 1, what's the dimension of vector A multiplied by A -- X multiplied by A and B primate.	So basically the questions are about the review of the matrixes.	So X is 1 by 3.	X is 1 by 3.	And B is 2 by 5, so the B transpose is 5 by 2.	B transpose.	5 by 2.	So...A
allows this calculation, the dimension is 1 by 2.	The one on the most left and the most right.
So that's it.	A is 3 by 5, so make sure this
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calculation is doable.	So that's the question A.	So pretty much very quick review of the matrix, multiplication.	And the question 2 is review of the random variable.		I discussed this on the week 2, review on the random variable.	So the random variable X is a function matching sample space X to some
number.	I mentioned this many times, so when I did discuss any statistics or random variable, I talk about we have a population.	We have a population, we draw a sample from the population, depends on the sample space, and the random variable, and also the...for example, are all the functions that mapping the sample space to some real number.	The thing that has variability is the sampling.	The variability comes from we can take different samples.	The one we have is just one of the sample.
So not the random variable itself, but the input of the random variable, so that's a function.	That's the -- just the basic concept.	If you did not know
it, it's important to know it, if if you're going to

take other statistics course.

So that's force question 2.	And 3.	I think we see example in the week 2, so if the covariance of two random variables are 2 0, it doesn't mean they must be independent.	So if they are independent, we know








their covariance is 0, but not from the covariance equal to 0 do we get the independent.	...linear dependance.	A very quick example.	If X follow, for example, uniform distribution, with any parameters, a and b, a 0 and a 1, then let X just be the X, and let the Y be the X-squared.	They're independent.	The Y is determined by the X.	But the covariance between X and X-squared is 0, if you calculate it, and also if
you just make a plot, the plot looks -- just draw some value from the X, and calculate Y.	The plot is a scatter plot.	You get something like a polynomial curve.	If you just look at this linear correlation,
it has no correlation.	Just randomly distributed.

But the Y is determined from X.	So to make it clear, let's see the -- what's the covariance.	Covariance of X and X-squared, just by its definition, by the formula, the expectation of X multiplied by Y.	Minus expectation of X multiplied by expectation of Y.	The second term is 0, the expectation of X if we plug in some values, minus 1 and Y.	That is symmetric, and with those two branch, they may draw the density draw of that thing.
So for that distribution, for a uniform distribution, with lower limit minus 1 to the upper limit 1 is density function.	It's just this way;








right?	[Drawing]. x minus 1, to 1.	And the middle is

0.

So expectation of X is 0.	You can confirm this by calculating the expectation using this formula.	So this part is 0.	The first part is also 0.	If you calculate the expectation of X to the power of 3,
which is integral of the X3 times the density function of the uniform distribution, with those two
parameters.	1 minus negative 1, I mean you 1 divided by-1, that's half.	And the integral across X.	So calculate this integral is 0.	So the covariance, that's a very simple example.	The Y is determined by X.	They are dependent.	But their covariance is 0.
So the covariance equals 0 without any

distribution assumption.	Doesn't mean that they must be independent.	But if we assume XY follows multivariant normal distribution, that's another story; right?
So formally what is meant by "independent".	The density function can be written as the density
function of X multiplied by the density function of Y. So we have another question in terms of normal distribution.	So for this one, the answer is no.
There's an example in week 2, the last example.

So the covariance matrix always measured?	Yes, that's








the basic property of the covariance matrix when we introduced it.	So the correlation matrix, then the covariance matrix of the set of multivariant random variables, both symmetric.	The covariance of X and Y is same as the covariance of Y and X.	And 2 by 2 example, we write the covariance matrix of two random vector as this.		Sigma 1, 2, and 2, 1 are the same. Sigma 1, 2 is the covariance of X1 and X2.	And the other way around.	So always measure it.
So here is related to when we talk about --

introduce the multivariant distribution.	We see some examples of contour plot.	So when we have X1 and X2, two random variables.	And they are joined in normal distribution.	So the density -- here it's just describe the density value at the marked point A. What's that value?	It's around 0.05.	Density value and this around 0.05.	On the other leaves, every point has same density function and density values.
If I ask here what is the density values at that point?	It's 0.01.	You can see it from here.
How about in the middle of those two lines, somewhere in here?	Some number between 0.01 and 0.03. So that's the contour, review of week 3, introduction to contour plot.
So density just around 0.05 or equal to.








So this one, the property of the multivariate normal distribution.	If we write.	So X you 1 and X2 has more than 2 dimension; right?
We just divide the random into multiple parts.

And for that two parts, so we further write out the sigma here.	That's covariance matrix for only X1. And that's everything related to the covariance
between the elements in the X1 and the elements in the

X2.	And this is one same as this, sigma 2, 1, sigma

1, 2.	So the property of -- one important property of the multivariant distribution is this one is equal to
0.	That two part independent.	And also if they are

independent, the sigma 1...is zero, their relationship is if and only if.	Now it's different; right?	The covariance equal to 0...because now we have the distribution or assumption.	If this is equal to 0,
the joint density of that X2 and X1 can be written as

[writing] the product of their marginal density.

That's the definition of independent.	Review the week

2, random variable.

So if we have the distribution assumption,

normal distribution, the covariance equal to 0, if and only if they're independent.
So, yes, this one is...

So there are a couple of important properties of








the multivariate normal distribution, and everything I present on the slides are.	They are important properties.	So this one is quickly remind you, we can never tell the truth.	Really what we do, for example, doing the hypothesis test, we reject the null were hypothesis, but we're not saying if it's true.	But we can never know the underlying truth, we can never confirm, we can only check if the data violates the assumption.	If it doesn't violate the assumption, it can be good enough.	But you can never confirm.
Unless you do a simulation, you won't know the truth, so cannot be confirmed.	So there would be no such question in the final; okay?
But I will test some exam question or similar

question in the final, a small portion.	So this one, I think this is quite important, especially when taking this course.	The multivariate...is on this. Why it's different from univariate, is the joint inference.	The key of the multivariate is the joint inference.	We have two random variables, they have some means, for example, relation means.		Why don't they just separate for each of the X1 and X2?	If we have the bivariate normal population, what happens if we do the separate, 95% confidence intervals for each of the population mean?	It's not good; right?	 You








have less coverage probability of the 95% confidence intervals.	Why do we call it 95%.	Because theoretical, if the assumptions are satisfied, it should be covered exactly 95%, the coverage...should
be 95%.	It means if you take repeat examples from the population, you do same thing to gain interval.	It will catch the true value.	That's why it's called
95%, and it's designed to have that value of the

coverage probability.

So if they are from the multivariate -- they're multivariate random vector from some, for example, here bivariate normal distribution, then we do what? We do some confidence interval or confidence regions. If we do just the univariate, static confidence
intervals, we don't have 95% coverage probability.	In general less than this number.	And if it's
two-dimension -- actually it's larger, something larger.	Smaller than 95, larger than 90, around.	But only need to know up to this.	So if we just do the separate confidence intervals, your coverage is less than 95%.
That's why we do the joint inference.	That's

why we need to study the confidence intervals.

So I think for not only for confidence interval, for the hypothesis test, why we do the...T-squared








test, why don't we just do the separate T test?	Same thing, type 10 is larger than 0.05 if we do the separate T test.	And the...is to ensure the type 0 is
0.05.	That's the difference between the joint

inference and the separate inference from each of the separate...and so that's this one, the interpretation of the 95% confidence region.	Almost same as 95% confidence interval.	So anything reasonable is fine. So here are some examples.	So the key point is that you have repeated samples from the population, and you do same h-...to obtain that region.	Then 95% cover
the true parameter vector.

And here is another way to interpret this.	And this is one on the slides.	So basically anything reasonable, indicate the repeated samples, and the coverage probability.	Something like it has 95% probability, to capture the true value is not correct, you have to emphasize this.		What that variability comes from, it's from repeated samples.
So that's question 9 and 10.	10 is something

similar to question 8.	Why we do the simultaneous confidence interval, compared to separate confidence interval.	The separate confidence interval has less than 95% coverage probability.	But that's the usual. So what do we do?	Just make it wider so it has larger








coverage probability to try to have some control on that 95%.
So that one is in general wired, wider, and in general some confidence interval.	And there are some examples in the -- in week 4, week 4R code.	The example provided to the confidence region, and those corresponding confidence interval.		For example, if this is the separate 95% confidence intervals, two intervals, then the simultaneous one should be something wider, basically it has larger area inside.
So review that example.	And for the simultaneous confidence interval, we talk about two kinds of, but for only one, it's just to know it is fine.	There are -- detect different ideas to control the coverage probability (it takes?).
So what's the coverage probability of 95%

simultaneous confidence interval?	It's larger than

95%.	It's larger than.	And for the confidence region is equal to.	The reality case is equal to, even
though bivariate, for example, normal distribution.

So those are different.

The confidence region sounds best, sounds very good because it's exactly 95%, but the interpretation is more complex, so sometimes we still prefer the simultaneous confidence interval in practice.








And this one just the result.	Here is large sample inference.	In general, there are two types of the statistical theory.	One is finite sample, and the other one is large sample.	So large sample we say approximately something, not exact.
And this one, it comes from the central limit

theorem.	If the for any distribution, for the mean mu and covariance sigma, this one chi-squared distribution, do not need to be normally distributed.
So week 4B, week 4A, last page inference on the

mean vector.

So this one, it's a little bit tricky.		The only one that is not...directly is the 2, all others are correct.	But I give full mark if you select 1, 3, 4, and 5.	Firstly unbiased estimate for beta.	It means expectation of the Lise square estimate.	Beta is
equal to beta.	That means unbiased.	And it doesn't provide best estimate of sigma.	It only handle estimate of the beta.	It only takes care of the expectation...the mean part.	So how about the sigma? If we use the least square we do the second-stage estimate of the sigma.		We plug in the beta hand...and do another estimate, which is separate.	Separate step we estimate the sigma.		So...likely estimator under
the normal errors.	If...epsilon is normal








distribution, the maximum provides the same as the least squares.	And it has a smallest variance, not unbiased, but also very stable.		Smallest variance among all the other linear unbiased estimators.	So as I mentioned although...normal distributed and independent assumption, but in general it doesn't require all those assumptions.	It just depends on
what estimation procedure you use.

So those two are actually true.	It just doesn't care care of the epsilon (?) you can do the
second-stage of the sigmas.

So that's this one.	And for the part 2, actually this part.	I find I should give you more -- in general more practice on the matrix algebra.	This one is too frustrating.
But basically I think overall maybe students

spend more time than I expected on this one, so part 3 has no sufficient time. But itself, I don't see it as hard. So let Z, it's a linear combination of Y1 to
Y3.	So the first is a normal distribution.	The

linear combination normal distributions is also a normal distribution.	So the Z is normal distribution. You just need to find the mean of the Z.	And the
sigma of the Z, or the sigma square, variance,

population variance of the Z, univariate here.	And








the mu Z is just two times 3 minus 1 + 3 times 4, if you write the Z as a matrix form.	Where A is just [writing].
So what you -- so this one, mu Z is basically

just A prime multiplied by mu.	And sigma here is A prime multiplied by prime.	I think the real difficulty is the matrix algebra.	So give you some tips about the matrix algebra.	This one is simple. Just skip it.	So for this one, use sigma a as an example.	If you want to calculate the sigma times A. So this is a vector.	So basically this matrix is multiplying by our A is 2 minus 1 and 3.	We're doing this matrix calculation.	So really what I do is I make sure the dimension first.	This is 3 by 3, this
is 3 by 1.	You get the 3 by 1 outcome, should be 3 by

1.	So this thing -- the outcome should be a 3 by 1, you just need to find those three numbers.	What's the first number?	We take the first row on the left side, and first column on the right side.	Of course this
one only have one column.	We take this one.	What I

do is I imagine I rotate this vertical one to here.	I

rotate it to here.	Just multiply each element together and sum them up.	That's your first number.
And very quickly here, 12 minus 1 minus 6 is 5;

right?	So your first number here is 5.	And the








second one, 2 minus 13 + 12.	 That's 1.	And the last one, you use this column, you rotate it to multiply with the last row.	You get 4.	Minus 4, two times two minus 4, and minus another 4, 8, plus three times 12. So this one is the sigma A.	Now you just multiply by another A, which is 2 minus 1, 3, multiplied by this thing.		Again, I imagine that I rotate this one to here.	Then just 2 times 5 minus 1 times 1 and 3 times
4, and add them up.	And that gives you the 21.	So just I think need more practice.	And, yes, so the -- in the final will not be more than this at the most. It won't be more than 3.
So that's the first question.	Then the second one, second one now is the joint distribution.	We
want the distribution of this random vector.	You need your mean vector which is exactly the same as what we do for part A, but with different Z1 and Z2, and the variance, and the covariance.	You just held one more number to be calculated.	I mean, like, exclude the mean and the variance of those two random variable.
So the difficulty here I believe is this matrix calculation.	This matrix calculation, so consider A, so first Z as a vector form, Z1 and Z2 can be written as this matrix form.	Imagine you have a Y [writing] you have Y1 to Y3 as a vector here.	A multiplied by








this vector, you get Z.	Just quickly show you, so this matrix, this matrix multiplied by this vector, what's the dimension of the outcome?	This -- the A is
2 by 3.	The Y here is 3 by 1, you get the 2 by 1, you

just need the 2.	And 1 is Z1 and the other one is Z2.

So just think about the dimension first, then it becomes more clear.
Similarly if we want to calculate the sigma

multiplied by A-prime, A-prime is mulled by...this is A-prime, A transpose.	So this one, what is the dimension of the outcome?	The 3 by 3 matrix muddled by 3 by 2 matrix, you need the 6 numbers.
(Multiplied) so use one number as a example.

So the first column is from where?	If a the first row of the matrix on the left side, and the first column of the matrix on the right side.	You rotate this one to here.	You get 6 plus 1 minus 2. That's a 5.	So the first number here is 5.	And if it's second row, first column, then it's the second row on the left side multiplied by this thing.	 It's
18.	There's 1 plus 13 plus 4.	So this number is 18. And similarly the last row, and the first column gives you the row 3 column 1 in the new matrix, which is 6.
So then this number, the first row, second

column is then used the second column on the right








side. We manage to rotate it to multiply it by the first row on the left side. So then do the matrix. So I think that's the part I see quite problematic, and maybe you spend too much time on it.
So at least you should realize the bivariate normal distribution, just Z1 and Y2, and that they're joined distribution.	They're property of the normal distribution and the...transformation is still multivariate normal distribution.
So that's for this one, and for part C to D.

Those two actually just considering some properties of multivariate normal distribution, like this one it's just chi-squared distribution with degree of freedom
3.	Directly use the result.	And this one, only a few

students got this one, I think.	I was quite surprised because that's the standard multivariate distribution. I'm just asking how to get the standard normal distribution.	So just remind you of the uni verity, just one variable, for example, X1, how to get a standard normal distribution from this?	[Writing]. This is standard normal distribution.	That one is [writing].	When we talk about multivariate and normal distribution, we talk about the standard multivariate distribution.	That's mean vector 0 and covariance matrix, identity matrix.	So what's the B here.	B is








just square root inverse of the sigma.	That's the one...choice.	Just like here we standardized the X by the sigma in a uni verity case.	Here it's a multivariate case.
There is I think on the week 4 slides, there is this form, exactly the same.	So this is one a choice. You don't needed to calculate this exact value.	There are many other choices.	If you like to calculate it, for example.	Because this one, it directly notice first this multivariate normal distribution, so linear transformation, it doesn't matter what B is.	Y minus mu, the expectation it must be 0.	You just need to worry about the variance of this thing.	[Writing]. It's identity matrix, any matrix will satisfy this is
fine.

But...even just use the Z, that's a standard multivariate normal distribution, so know this result, just as you know this result.
So that's part C and D.	They're part of the properties of multivariate normal distribution.		And part 3.	I think this part, the biggest issue is the timing, and that's why I ask you...score, as the main reason, not because overall score is not good.	It's because the time is limited for this part.	So this part, none of the questions is really hard.		So we








have the -- that data with three, we consider it predictors, and two response variables, and just provide the R code for some for...linear regression...
So just mention a couple of key issues.	The

first question is find the mapping likely of the mu and sigma for that two random variables or random vector, we talk about covariance matrix.
So mu, the max...the key feature is this one.

The sample means, we directly find from the output, maybe I open it. Let's go to the R output. That's the column means, and we just need X1 and X2...it's the maximum likely estimates.
The key issue is the variance here.	Those four numbers, that's the unbiased version of the sample variance.	We talk about there are two versions of the sample variance.	One is unbiased estimate, and the other one is maximum likelihood estimate, which is biased.	So basically redo it with the sample size. That's the n, sample size, which is 19.	Gives you the maximum likelihood estimates.	That's two different ways to estimate the covariance matrix.
And part (b) is just a very standard hoteling

T-squared test, covariance and normal assumption.	So for this kind of question, basically I'm looking at what we're comparing, that's the most important,








what's the H0, what are we comparing, we're comparing the group means.
And then to do it is very straightforward, calculate test statistics.	And the conclusion is compare this test static with the critical value, depends on what H0 is, and the significance level is. So hoteling T-square statistics.	In general it takes form like the sample mean, comparing the sample mean. Of course sheer Y, I just used the X in general.
Minus this is one depends on the H0, null hypothesis.

And here some kind of estimates of the variance of X1 minus X2 bar.	This is the...estimated from the sample.	Noted by spooled in the lecture notes.	And the same thing, another part here is inverse. Transpose.	Here is the inverse.
So let me make it a little bit better.	So we

just need to find in the code the difference between the sample mean, and this is one 0, given the H0, the H0 is...mu 1 to mu 2, we're comparing whether the two have the same vector (?).
So basically that's the sample size for the two groups.	That's X1-bar or 1Y-bar.	...second group and the difference between the two groups, the sample difference.
And we calculated the pooled covariant matrixes,








and calculated the hoteling T-square statistics, comparing it with the critical value...two numbers we need to do the test.	Just this 0...and 7.something. Compare that two number, and find that the T static is smaller than the critical value and we cannot reject
H0.

So I quite believe if you have sufficient time, this one should be very straightforward.	And (c), I think the part (c) is the only one that requires a little bit heavier calculation, because there are some weird numbers, but not for the first part, the first part is the...estimates of the coefficients, directly obtained from the output.	So we're talking about the classic...one response variable for this question.
Then just looking at the output of the linear model where we consider Y1 as the response.	The only two numbers we need are those two numbers, .estimate. Beta 1 hand and beta 2 hand.	So this one is straightforward.	And for the simultaneous confidence interval, we directly use the formula provided in the first page of the example.	So using this, within this equation, this formula, just need to find the corresponding values.	We have the point estimates which are beta 1-hat and beta 2-hat, k plus 1 is...regression...so that's you are 4.	And find the








corresponding critical value of the distribution.	And the variance of beta here, the diagonal value of the estimate of the epsilon arrow variance, and multiplied by this.		So basically what we need are find those two numbers, find the critical value, here.	And the corresponding values from the diagonal values of this matrix.	We're looking for the beta Y and the beta 2, are those two.	And do the calculation.	So I think this one requires some calculation; right?	You need
to use your calculator, calculate those two intervals.

So part (c), and part (d) is just the point estimate of some -- estimate the response variable given the new data, and we only need point estimate, not intervals.	And you quickly realize those two are the same, we just need to get one.		The estimate, the point estimate on the expectation of Y0, given delta, the only different for those two things are the inference.	So basically the interval estimates, but the point estimates are the same.	Sow only need to find one of them (so) how to do it?	 We have the Y1,
0.	Y20, given the new data.	Just use the reversion equation, plug in all those estimates [writing].	So this, this, this, the X are given, just those three numbers.	We only need to find the beta 10-hat, beta
1, 2-hat, beta 1, 3-hat, that's for the response








variable.	And for the second response variable.

Basically just find where we feed the multivariate linearly regression variable.	(Linear) those numbers are what we need.	The point estimate, just do the linear calculation.	That's for the Y, the first response variable, and those are the ones for
the second response variable.

And the other...so we only need to calculate one of them.
Part (e), so this kind of test, we only need toe

know what we are comparing, H0, and how to make the conclusion.
Like the...test, test whether one of the predictor is significant for that response vector, we're talking about multivariate linear regression, so basically looking at whether this thing and this
thing, those two regression coefficients are 0 or not, if they're 0, then 3 is not needed.
So review this one and I think the time is a big problem because for this one it directly about goes to the last part of the code, which we do the ANOVA test. Only thing we need is the P value, it's small and we reject the numb hypothesis.	So we are running out of time, and I stop here, and if you have any further questions or like to review more, attend office hours,








and I will help you understand all those questions. So some kind of similar questions will be used again for the final, so make sure okay, and your books and papers are leer, you can come to pick it up.
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