






STAT 445 - Feb 5, 2026

..................................................... INST. KANGYI PENG:	Okay.	Let's get -- continuing on the
inference under...[waiting for you]....

Inference, only one measurement, what do we do? We find the estimate.	Mu-hat of this mean factor, and we evaluate the sample of this mu-hat including you want to find the variance of this estimator.	Now the target becomes this thing, we just do something similar, actually.	We want some estimate of their difference.	We want some estimate of the difference.
We also want to evaluate the variability of the

estimator we come up with.	For example, [writing]... this whole thing here is an estimator.
Then the...we use the sample mean difference, we use the sample.	We have a sample from population 1, a sample from population 2.	We use this one as our estimate of the population mean difference.
And then what's the variance of this estimator?

...we need both the variance of the X1 bar, the variance of the X2 bar and the covariance in general.
So if we get this, we can construct some kind of

test static.	We start by considering the...compare the estimators, I mean the distance between our estimate with the null hypothesis.	For example, let's
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look at one special case, scenario A.	I'll make it -- so snareo-A, we consider X1, X2 are independent, and also the population covariance matrix are the same.
So that's the first.	So the model becomes this one,

it follows the normal variant distribution becomes 1 [writing]... normal, mu 2, also sigma.	So under this scenario, the variance of this estimator is...because we do not consider the covariance anymore.	The covariance is 0 in this case, so only in the variance of X1 bar and X2 bar we can get the variance of this estimator as the following form.
And how to estimate this?	Because here we rely

on the true population covariance matrix.	You really use this formula below, S pooled...to estimate the capital sigma, the capital sigma is...with data we use this one, to estimate the capital sigma.
And then just replace the capital sigma by the pooled covariant matrix, this is what is variance of the estimator of difference.	And distance estimator. We replace the capital sigma with S pooled.	So the test statistics essentially is still the wild type test, and here I should write it in more general. Delta 0, data 0.	Assume we are doing the hypothesis for the H0, the difference between the mean is equal to delta 0.	So here I should kind -- typo, replaced








it depending on what our hypothesis is.

So this statistics following the skewed version of the F distribution.
And scenario B, before we have the independence

of X1 and X2, and we have the sigma 1 and sigma 2, we relax it a little bit by considering the capital sigma could be different.	In this case the thing is a
little bit more complicated, and, for example, if we

still are interested in the null hypothesis that the difference between the mean factor is equal to something.	And now the question is still how do we get the estimate of this, the variance of the estimator of the difference.	If they are different,
then we can do what?	Still they are independent, this

one is 0 if they are not the same, we use the sample mean of each of the population, S1 and S2.
To estimate those two, so we replace the thing here, basically this thing is estimate of this thing
-- [indicating] with the...that we calculated from the samples.
But now the distribution of this test statistic, if we -- if we assume sigma 1 and 2 are different in general is are complicated.	If the sample size is not large enough, it's hard to obtain the distribution of this test static.








But we can always use the chi-square approximation.	Consider this thing, the sampling we have approximal followed the...with P.	And this requires that the sample size are large.	And in practice, sufficient sample size would be good enough. For example, 30 or 40.	And there's no clear cut-off between what is good sample size.	All you really need to do some further analysis on that.
So that the distribution of the test statistics changes in terms of implementing a test, only the fact...critical value of the rejection region.	So we use the chi square distribution with degree of freedom P, and we compare it with -- we calculate this thing using the sample.	Again, here should be delta 0, in general.	Delta 0.	 So that's the scenario B where X1 and X2 are independent, but the covariance matrix
could be different.

And we also talk about scenario C.	So notation here is a little bit ugly but it's not independent.
Not independent.	So relax the assumption further.	If

X1 and X2 are not independent, what's the difficulty for...before we assume the independence this one is equal to 0, then we can find some estimate of the variance of X1-bar minus X2-bar, because we do not need to deal with the covariance.








If they're not independent, this one is not 0. The question then becomes how can we find a good estimator of this, not only considering the first two terms, but also their covariance.	So that's where the difficulty comes from.
So in general there are many -- different

possible estimators, but we do not discuss those in this course.	But assuming we find a good estimator this have whole thing, so here delta 0, delta 0.	You can see the test static here, the only thing different is the one in the middle.	The first and third term
are still difference between what we observed and what

we want to test, the delta 0.	The only thing different is the variance of the estimator here, of this thing.
In scenario B we have this one calculated using

this formula.	But not here in general we do not have a fixed solution or we have many solutions, so if you can't find one, you can still use this kind of test statistics, and usually when the sample size is large, you consider this one approximately chi-squared distribution, and still do the test.	Just plug in different estimate of the variance here and find the critical value of the chi-squared distribution.
Although in general we don't worry about how to








estimate this.	But we discuss the special case when they are impaired.	We talk about the one example of this spatial case.	So, for example, the individuals are the same, just for a group of people, we try to detect some makers before treatment, that's our X1. And after some treatment, the same group of individuals, after the treatment we test the clinical
markers again and get X2.	In that situation the delta

impairs for each individual, there's...of the X1 and there's...of the X2.	So in that case the question can be simplified.	We just make a new delta, we have X1 and X2, we make a new data called D, take the difference.	What's the difference between -- I mean before and after treatment?	Then you have this D, we consider model, follow the normal distribution with
the mu D, sigma D.	Here is just one population

question.	And another question is simplified to, for example, testing whether this mu D is equal to something or not.	For example, say this one is 0 and
0.

And the question becomes just one population, I use the -- either the ...t-test or the chi-square test approximation when the sample size is large, if it's large those two basically gives you almost the same result.








So that's the spatial situation of the scenario

C.

And then we jump to the one step further,

compare more than two populations.	For example, three populations, g equal to 3 witnessed.	That's the nova (?) and multivariation of ANOVA.
The general idea of this ANOVA, let me write the scenario, before if we have only one population,
what's our model we consider?	We consider X follow normal distribution, we consider something like this; right?	The only parameters...mu, and covariant sigma. So those are the only two samples for this model.
And if we have two populations, then we've got in general more populations, G populations.	Mu plus something like this.	[Writing]...	The group effect. Or this one, rewritten as something X from group 1, mu1 sigma, x from the second population group 2.	And so on.	And g [writing]...	This is mu g.
Then what we are interested in, the null hypothesis is that the mean factors across all those groups, those ones, are there any difference between those ones or not?	So that's the null hypothesis we're interested in.	And notice that for the nova model we consider the sigma is the same, there's no
sigma 1, 2, all the way to G.	There's just sigma.	We








only consider the treatment effect or other name.	On the mean parameter.
And this is a tau for...group.

So now we are interested inner comparing those mean factors and consider nova.	So the key idea of the nova is we...compose observations into following parts, overall sample mean and treatment effect and residual, the residual is the random...
So basically the total amount of the variation is decomposing into the in-between group.	So that's usually called the treatment sum of square.	That's the...variant of the in-between group variation, and this is the within-group, some kind of...of the random noisy.	So what's the idea of doing the -- I mean if
we want to test on this null hypothesis? What's the basic idea? Is that the groups or let me go back to the -- here. Comparing those, whether those are all equal to each other is equivalent to test on whether all the taus are 0. So there's no treatment effect.
So the tau...are 0s for all the...and they're

only over...

So that's we want this thing to be smaller, between-group variability to be small.	In comparing with the within-group variability.	So that's how the nova is being tested (ANOVA?).








So the technically we have the NOVA table where we calculate those three things, and, again, the key parts are those four things, and you have these two -- the sum of them is the total sum of square.
And just maybe I should mention the notation here, the SS0R, is just the total sum of score, used the COR, sometimes it's used quite critically...so that's the total sum of square.
So to test on this, for the multivariant, using the test static here, so determinant.	So for the multivariant case, those are all the matrixes.	And here is a determinant of the SS residual and the denominator is the...of the SS correction.
So in summary, test static and reject H0 if this

one is small.	And the distribution could be...in general.	There are table in the textbook present the distribution of this test static in different situations, and in practice we just use software to implement this test.	Manova function.	So the idea is that this one compared to this one should be small.
If it's small, it means the in-between group variabilities can be explained by the random noisy, and there's no significant difference between the group means.
So that's from last lecture.








Now, let's just consider another question. So I mentioned multivariant M nova assumes the G population have the same population variance, sigma.
The only part that treatment the groups could

affect is the mean factor. We do not formulating the effects on the covariance matrix. That's first. And also for the two population situation, remember that
if we assume the sigma 1 and sigma 2 are the same, the

thing gets easy.	So in practice you can always make that assumption, assume the covariance matrix, the population covariant matrix are the same, and use the technique, but if people question you, can we provide some evidence of testing whether they are the sample or not?	So there's some kind of tests that can test the quality of the variance matrixes.	So this one we're not testing, I just present it here so that you know we have such technique if needed.
Now the question becomes this, consider G

populations in general, multiple populations, and...assume the multivariant model.	M is the mean, and sigma various across different populations.	And, for example, if we have the data for the -- from different populations, we have a grouped data, how do we test the null hypothesis that all the covariance matrixes are the same.	So what the inference target








is.	We're making inference for the covariance matrix, before all the inference are targetted to the mean factor, so here I let you know the test.		There is the n test.	So consider this test static (M test) this is essentially is...likely heuristic test.	So using the data, you just calculate the Sl, sample variance matrix, and the pooled covariant matrix, you have all the S, and you use the formula to calculate the S pooled.	And the statistics lambda here, and notice here is the product.	Multiply all the terms...summation.
And this thing, after obtaining this statistics,

tau...M, and...C.	so u here is something pretty complicated, depending on the degree of freedom of the data, and the formula is very long, it's given in
the -- the formula 6-51 of the textbook.	It's a

number, and calculated using this -- all those things you have in the data.	Given the data, you can calculate that u, and the v here, the degree of
freedom of the chi-squared distribution.	So basically

using this test statistics and using this chi-squared distribution approximation, one can test on the null hypotheses that all the covariant matrix are the same and if this is larger than the critical value of 10, depends on the significance label and the degree of








freedom.

We can reject H0, otherwise we do not reject it and we can see that we have some evidence to see the covariance matrix are the same.
So just to this one briefly mention it, so to know it is good enough.
And then the main part, so here is a remark, the approximation works well when the sample size is sufficient, and cannot be too many groups.
So the key new part for today's lecture is a

2way ANOVA.	In the beginning we talked about if different groups can be looked at from two ways.	What does that means?	So for the previously we say we have the G groups.	This is something like we have group 1, group 1 we have some data.	Group 2 we have some data. For example, for x1 and x2.		And we have G groups.
But how about if the grouping is -- looks like this? We have factor or treatment, some categorical
variable.	Factor 1 which has two groups, A and B, and we have a factor 2 also we have two groups, A and B. Then those two factors, divided the into two groups, that's group 1, group 2, group 3, still four groups, but look through two ways.
So that's the situation which we want to

consider.	And the model always start by think about








what's the model here.	In the model, the simple case, one population we have X followed some normal distribution.		So here we discuss the univariate case, we start with the univariate case.		That's a model, very simple model, just one population.	And for the one way nova, we have something like this, for ith group, maybe something like this.	For different groups, I equal to 1 up to G, just consider a special case, just two groups, 1 and 2.	Group 1 has the mu 1, mu plus, and second group tau 2, that's one way ANOVA. And here you can see the only extra things, you have another factor, instead of just one factor.	Because you have one more factor, also consider their interaction.	So the model becomes this.		That's in
the random variable label. In the observation level, so this arc here is the index of the observation, and previously we used I, here we use R, it's the same as the...before. It's the index of the observations.
So in the delta level we write it as this thing, plus the random arrow, is what we follow normal distribution meaning 0.	This model here is NS model
here.

So now we have those extra parameters for the simplest case, we just have those, mu and sigma.	Now we have the treatment effect and their interaction.








So now let me mention here first.	So for the model, for the estimate, we have to make some restriction, which is that the summation of all the tau arrow, the summation of all the gammas through two...all equal to 0.	This is just because briefly because the identifiable issue of the parameters.
If this summation is not equal to 0, what happens?	Basically you can add or minus any number of each of those taus, then you do the same thing to the mu, then the model won't change.	You just move everything together up a little bit, you can always move this one down a little bit to just make no
change.

So in order to be able to identify the parameter values, you need some restrictions, just like the
arrow here.	We always assume arrow is centered around

0, and those have to be centered around 0 as well.

So that's the model.	And what are we going to test?	We have to make inference about those parameters.	Make inference about them.	So the -- in the two-way ANOVA you consider three hypotheses, not instead of just one null hypothesis.	If one null hypothesis it's not easy to construct what you want to test on.	The only thing you can do is transfer it to the one way ANOVA situation, do not consider those two








factors, just consider the four groups are from one vector has four groups, then you can do the one way ANOVA and test on whether the mean vector from those four groups are the same or not.
So let me -- okay.	Here.	So the first one...equal to 0.	We want to test whether the vector
1 has effect or not.	And the second one is beta k equal to 0, we want to test vector 2 on every course...whether vector 2 has the effect on the mean vector.	And here is whether their intended action has an effect.	So the idea is...compose the observation into different parts.	 Before we only have SS factor 1 and SS residual.	One way ANOVA.	SS factor 1 is SS treatment.	Because previously we only have one treatment.
Now only extra part.	The vector 2...squared

interaction.	Then how to test this one.	Compare the skewed version of this to random residual...square.
If this is small compared to this, we cannot reach H01

here.

If this is large compared to this, then we have evidence to say that maybe the treatment effect of the vector 1 is not 0.	So that's what we are looking at.
So instead of having another notation, formula

becomes more long and more complicated.	So in general








we use the...our package to do our calculation.	But the idea is this.	We have the three statistics test, the testing of three different null hypothesis.	F1 means sum of factor 1, so the skewed version of this one comparing to the residual sum of square.	And F2 is equal to this one, F1, 2 is squared to this one, and of course the skewed version.	The mean sum of square not total.
And we have rejection rules.	So that's the idea of two way ANOVA.	Then extend to the very...here we have the tau as the single value, single parameter for each of the...for example, if we have l equal to 1, just 2, then what parameter do we have, we have tau 1, tau 2, each of them is just one perimeter, it only becomes multivariant case, no longer have just 1 x, we have X1, X2, maybe multivariate, then this one becomes vert, may tau 1, 1, tau 12, everything becomes a perimeter vector, and of course those becomes the matrixes.
So just present exactly the same thing.	Those

ones become...vector.	If we have x1, x2, x3, then for each tau 1 is the vector of 3 parameters.	And the
test statistics are the Wilk's number, and the details we don't have to remember the details or try to put it on the cheat sheet, it won't be tested. In practice








we use the R or other software to perform the test. I'll show you an example later, but for now I'll show you an example using some data and plot to better explain what we are comparing here.
So consider one example.	Now the thing becomes more straightforward, because we have some numbers here.	Now we have two factors, as I mentioned.	So, for example, if we consider factor 1, L is equal to low and high, to simplify the writing, let me just call this 1, and maybe this as 2.
And the L is equal to 1 and 2, and factor 2 is the K to index the factor 2.	Also 1 and 2 (factor not vector).
Now we can see the data.	We have three random

variables, X1, x2, and x3.		And those two factors divided into four groups.	And then maybe we call the mean vector for this group to be the mu 1, 1.	Mean vector of this group to be the mu 1, 2.	Mean vector of this group, to be mu 2, 2.	And for this one of course the mu 2, 1.
We are comparing those group, and we cannot do 1

ANOVA, just consider the null hypothesis that those four call to each other, and...comparing the mean factor of those four groups.	And using the data, we can calculate something, X-bar 1, 2, is just the








sample mean factor using those five observations.

And here we can calculate X-bar or group 2, 2, here we calculate X-bar for group 2, 1, here we can calculate the X-bar for group 1, 1.
So what we are comparing for the first null hypothesis, H01, tau l equal to 0, for O...for the tau L equals to 0.	What does that mean?	Basically it's looking at for -- so one example, four each, you can low.	When the factor 2 equal to 1...we're just comparing the difference between those two things, large or not.
And for this one we're comparing this one versus

this one, whether the difference is large or not.	And of course this null hypothesis...every...factor 2, whether those two things are significantly different from -- those two things has large difference with those two things in the bottom.
And this hypothesis is in another way, comparing

those two, those two.	And how about the interaction? Use another plot to explain it.
But basically let's plot those data, make it even easier to see.	So now each panel corresponding to the table here, corresponding to each table here. This is for the group 1, 1.	This is for group 1, 2.
And so on.	The X axis is just observation index, 1 up








to 5, but we only have 5 observations.	And the y axis is observed for the value of x.	So it's essentially just thought plot.	Each point is 1 number, one number in this table, and the colour is used to denote the variable, x 1, x 2, x 3.
I also plotted the dashed line, that's the

sample average.	For example, here is the sample average of the group 1, 1, and variable 1.	Actually variable 2 is green.
Then the red one is [writing]... and so on.

So to make it complete, you also put this one

[writing]... .

So those dashed are the sample average.	Now, what we're comparing for this one, just comparing the dashed line, those two plots, in comparing with those two ones, on average.
So we are trying to see if there are any difference or not, and for this one it's just this way comparing.
So that's for the first two hypotheses, and for

the last one, the interaction, what does that mean? Here is another plot to show that.	Now this plot,
each panel represent one variable.	And x axis, factor

1, and the line is factor 2.	So to make it more clear, put down this point is what this looks at X








axis, factor 1-low.	That's 1.	And the line time is solid line, is factor 2, in the low group, also 1.
And what's that is sample mean of the first variable. So that's -- that point is this number.	And the point on the top here is 1 and the factor 2 is high.	Dashed line, is this thing.
And this one is 2, 2, 1.

2 and 1, 1.

So what we're comparing here now?	So don't look at the -- later expected just look at the first panel. What does the line represent?	The change, the change of changing the factor 1 from the first group to the second group...fix the factor 2 in the second group.
So the line -- the slope here or the change, not

slope, the change, is basically equal to is kind of estimate of -- minus 1, 2, 1.	Change from this point to this point is the estimate of the change of the...from the factor 1 equal to 2 to 1.	Actually 1 to 2.	What does that mean?	If there is no interaction effect, if this is 0, then the change doesn't depend on the change of the factor 1 doesn't depend on the factor 2.	It means this line and this line should be roughly parallel to each other, so the change is the same, it doesn't matter which group is the factor 2.








That means there's no interaction.	If there is interaction, those two lines cannot be parallel.	So that's the idea.	So what we're comparing here, we're comparing overall those three panels are those two lines parallel or not?, for this...there's interaction effect or not so maybe those two are not parallel, maybe overall we want to reject this.
And although in...quickly show you in R and how

the result look like.	This is manually putting in the data from this.	And you see the null, how the data looks like.
You have the group 1, group 2, different

factors, and this just the...the index of the observation, and those three variables, and although those notations are a lot, but actually in R, the code is short.	So this is nova...by considering that model we discussed.	So you can see now the test statistics and the critical values are all calculated.	And you can see for the interaction, actually we cannot reject the mull hypothesis.	So for the two...effect we do have the evidence to reject the null hypothesis, the P value here is represented smaller than 0.05, or you compare the Wilks.	So there are different types of
the different statistics you can select, maybe...what

kind of -- and what we discussed is the Wilks.	Yeah,








by the way, there are different tests statistics you can choose, and so we will go back to this topic, nova...the notation was trickier.	When we discuss the linear model which is next topic, I will recall this kind of analysis and show you if you consider linearly regression model how we do those kind of tests, it's much more strait forgot.	That's it about today's lecture, have a good weekend.	Straightforward).
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